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Stealing machine learning models via prediction APIs, USENIX Security, 2016, Practical black-box attacks against machine learning, ASIACCS, 2017; Knockoff nets
Stealing functionality of black-box models, CVPR, 2019; Maze: Data-free model stealing attack using zeroth-order gradient estimation, CVPR, 2021,
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The same model? B is derived from A?
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This is what we are doing. This is what we should do.
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<tf.variable

SEUERE

'blockl_convl/bias: 0’
array([-0.0179275 , 0.01634618,

0.01255256], dtype=float32)>,

<tf.variable
array([[[[-1.
9.38355997e-02,
[-9.
.51014671e-01,
[-3.

1z
[ 2.
-1.
[-9.
.97056949e-01,
[-1.
-2.

-

-1

[-9.

-2.
[-1.

-1
[ 2.
.84005970e-02,
[-1.
-1.
[-6.
=
[-4.
.48334676e-02,

=7

-7

'block2_convl/kernel:0’
-4.

76457345e-01,
93207395e-02,

28751802e-02,
60882026e-01,
13318810e-01,
32674173e-01,
86196920e-02,

25542030e-01,
46503651e-02,

31718200e-02,
05002844e-01,
06220163e-01,
83010474e-01,
51061153e-02,

73594092e-03,
00928947e-01,
83757067e-02,
26678377e-01,
23093103e-02,

-2

-1

2

-1

WNHNDWHWWW

[
=,

-5

58735600e-02,

.04667822e-02,
1.
-1.

18925497e-01,
60283774e-01,

.38621703e-02,
6.

79167584e-02,

.93371230e-02,
-4.
7.

13975678e-02,
49983713e-02,

.45023346e-01,
=-9.
5.

32724625e-02,
29526435e-02,

.15065421e-02,
.79415262e-02,
.28049511e-02,
.69398963e-01,
.18859890e-02,
.71614478e-03,
.54581293e-02,
.41603831e-03,
.88088697e-02,
.58072440e-02,
.94922481e-02,
.38966134e-02,

shape=(6,) dtype=float32, numpy=
0.00635687,

-0.00039525, 0.02307029,

shape=(5, 5, 6, 16) dtype=float32, numpy=

1.17505528e-01, ...,
1.87988058e-02],
4.04093266e-02, ...,
8.59537944e-02],
-1.22857407e-01, ...,
-1.13412902e-01],
2.61021988e-03, ...,
1.07933886e-01],
7.63874054e-02, ...,
-7.27430880e-02],
2.27828339e-01, ...,

7.62251113e-03]1],

1.53141439e-01, ...,
-8.29598457e-02],
3.15736942e-02, ...,
~2.05086600e-02],
-1.38661385e-01, ...,
6.92593977e-02],
-2.80732084e-02, ...,
1.41286582e-01],
1.45139262e-01, ...,
1.31867416e-02],
1.77184254e-01, ...,

5.56072779e-02]1,
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Uchida, Yusuke, et al. Embedding watermarks into deep neural networks. ACM ICMR, 2017
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Stepl. 7KENHERA

b=[1,0,0,1...,0,1,1] (512bit) ===,

o BHPE
HR\FEPE X

Watermarked
Model
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Step2. 7KEN#ZEY

b] = Step(z X]lel)
[

BT r e BN EERE PR EUKED |
F0 b H{TELES , IHEBER (Bit Error Rate)

Uchida, Yusuke, et al. Embedding watermarks into deep neural networks. ACM ICMR, 2017
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SHRE : 0

L=Lo(f(x),y) +HAR(.b)

T BNIERE © X (1RFIEELF )
R(6,b) = = (b;log(z;) + (1 - b;) log(1 — 2;))

j=1 #RNECSF - b=[1,0,0,1...,0,1,1] (512bit)
&= U(Z Xji - 0;)
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Uchida, Yusuke, et al. Embedding watermarks into deep neural networks. ACM ICMR, 2017
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Watermark Embedding Phase
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Watermark Extraction Phase
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‘? Query Remote DNN Layerwise WM Extracted BER
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WM Detection
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Darvish Rouhani et al. "Deepsigns: An end-to-end watermarking framework for ownership protection of deep neural networks." ASPLOS. 201
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fFRRBINEIEER : DeeplPR. Passport Aware Normalization

passport-free for deployment
Alice . Public = Bob Alice . Judge ' Bob ( )
] | | X — Ho(X
N[, D, B »True ? True yo g, (x) + BO
2 0
S . ; X — —> X
(a) Application Scenario. (b) Present Solution. . =
v’ FB — U X
p! x! — 1 n( y) + B1(pp)
— =0 o1 (x)
Convolution W
| passport-aware for forensics
Alice . Judge  Bob FX
o gl P
- ‘ ruc alse s x x .
n ! " | 1 Convolution W? | ’yo acl;l‘(ox() ) + /BO passport_free,
' l 2 p2 2 —
(c) Proposed Solution. r2() V. T —ur (2)
1
Y1(Py) 5 @) + Bi(ps) passport py, pg.

Lixin Fan et al. “Rethinking deep neural network ownership verification: Embedding passports to defeat ambiguity attacks”. NeurlPS, 2019.
Zhang, Jie, et al. “Passport-aware normalization for deep model protection.” NeurlPS 2020. Fan, Lixin, et al. "DeeplPR: Deep neural network ownership verification with
passports." IEEE Transactions on Pattern Analysis and Machine Intelligence 44.10 (2022): 6122-6139.
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Trigger noise, (f:z 2x,),

Image Generation

:
TeTtay
P

GENERATIVE

Trigger image, (h: I 2x,,)

Proposed

. g a3 'm MODEL
> BiE+5% (BEAEER) ;%:7"”‘(“5‘”)+5, H—1k 2
> SHEHRETIA—E o(z)

> AEINMEMsignifi K ERAKE] £o(v,B) = Y max (70 — 7:bi,0)
> NBBRIR S EE =

B = {b, - ,bc|be{-1,1}}

Ong, Ding Sheng, et al. “Protecting intellectual property of generative adversarial networks from ambiguity attacks.”
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Uchida WRN CIFAR-10 91. 55% 0
RIGA Inception—V3 CelebA 95. 90% 0
IPR-GAN DCGAN CUB200 54. 33 (FID) 0
Greedy Residual ResNet18 Caltech256 55. 05% 0
Lottery ResNet18 CIFAR-10 66. 40% 0
DeepSigns WRN CIFAR-10 89. 94% 0
IPR-IC ResNetb50+LSTM COCO 72. 06% (BLEU) 0
DeepIPR ResNet18 CIFAR-100 67. 94% 0
Passport—Aware ResNet18 CIFAR-100 74. 78% 0

Table credit to Yifan Yan.
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Zhang, Jialong, et al. Protecting intellectual property of deep neural networks with watermarking. ACM Asia CCS, 2018
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Stepl. 7KEDERA Step2. 7KEM{EEY
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Watermarked Suspect
IEERER ISTIRLEZN Model Model
2=25l: "car’ 255l 'airplane’
LHERIFS)" JKED-SK5I" FEiRGd , AISPEISRE FMATARLHITRETESIE | THEHE
JIEE AT ARG IERYSARL., ‘airplane'BILLBITSA (Trigger Set Accuracy)

Zhang, Jialong, et al. Protecting intellectual property of deep neural networks with watermarking. ACM Asia CCS, 2018
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~ ] SampleBackdoor T Classify
1o @ ] o . W‘b J ’ LM(T)
I M ~ | dog” Os Backdoor | 1 #
M(.’I)) ? oqt” "
. . M M(T
Train ’—' Classify 1 L Training — —JClassify o
D T
FE%¥3 SINE
fih = BRI

fih & Bl f=key

Adi, et al. “Turning your weakness into a strength: Watermarking deep neural networks by backdooring.” USENIX Security, 2018.
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On the robustness of backdoor-based watermarking in deep neural networks, IH&MMSec, 2021
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~== Surrogate
........ Orac|e
—— Reference Model

Classification boundary
. Class A
Conferrable ™~ _

Class B Adversanal Transferable ™

IPGuard : FRIAFR FRIEIE R RERIENX Conferrable Ensemble Method (CEM)
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Cao et al. IPGuard: Protecting intellectual property of deep neural networks via fingerprinting the classification boundary, Asia CCS, 2021

Lukas, Zhang and Kerschbaum. Deep Neural Network Fingerprinting by Conferrable Adversarial Examples, ICLR, 2021
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Evaluated Settings

Evaluated Attacks

RSO Type Non-invasive Black-box  White-box | Finetuning  Pruning  Extraction
Uchida et al. [40] Watermarking X X v v v X
Merrer et al. [23] Watermarking X v X v v X

Adi et al. [1] Watermarking X v X v X X
Zhang et al. [47] Watermarking X v X v v X
Darvish et al. [9] Watermarking X v v v v X

Jia et al. [20] Watermarking X v X v v v

Cao et al. [2] Fingerprinting v v X v v X
Lukas et al. [27]  Fingerprinting v v X v v v

DeepJudge (Ours) Testing v v v v v v
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Algorithm 1: DEEPJUDGE(O, S8, D)
Dee pJ Udge EE_;LB \Qﬂ}ﬁ Input: owner model O, suspect model S, data set D

Output: jud J, evid &
- —EFRSEAERLAI A | est ase weneragton, sesnlon mvsc)
1 Seeds < SelectSeeds (O,D)

o —Zﬂﬁaa:d\h_tﬂ/j E}KEE%? ¢j( 2 T + GenerateTestCases (O, Seeds)

" // Testing metrics (Section IV-B)
ET A /T s & Conputenetrics (0.8.1)
// Final judgement (Section IV-D)
4 J « Judging (£) // Copy, Right? Yes or No.
5 return 7,&

11 : P 1 :
1
Metric1 | : || Threshold 1 : Yes :
I 1

Metric2 ! | || Threshold2 ! @ I
" 1Judging | i L I
Metric 3 | ':_H Threshold 3 ;= Copy, Right? == !
: i : : E i @ I
MetricN 1 | ''I' Threshold N | :
________ I T v No |
Multi-level Metrlcs: : Judging Mechanism Judgement :
____________________ 1 B o e e e

l. Test Case Generation Il. Testing Metrics lll. Final Judgement

oA Wz ] SEVES EREZIRARAH




fERZ P 23R B A ZH

« DNN9OEER f: X >Y ; xeX ,yeY ={1,2,3,-,C}

- BRELE f =" % L ERf =g, g, e gy} (FETTER )

- B—ERmEHAE : P Q< I<SL): fLO) =< ¢ (0), ¢ (), -, Py, () >

- Rig—BERBTHRE : fL A0 =< Gr1(x), dr2(x), -, P c(x) >, Zic=1¢l,1(x) =1
* fHx) RIEREE f(x) = argmax f*(x) BE&EZHISHIFTN

Input Layer Hidden Layers Output Layer

. 0.99 Cat (0.48)
2% 0.01 Dog(0.52)




AR RS TR
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S
- - |80
Level Metric Defense Setting
Property-level  Robustness Distance (RobD) Black-box
Newron-level Neuron Output Distance (NOD) White-box
Neuron Activation Distance (NAD)  White-box
Layer Outputs Distance (LOD) White-box

Layer-level Layer Activation Distance (LAD) White-box
Jensen-Shanon Distance (JSD) Black-box
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Def 1. Rob: Given a set of test cases, we can obtain its adversarial version T =

{x1,x5,--}, where x; denotes the adversarial example of x;. The robustness property of model

f can then be defined as its accuracy on 7 :
17|

1
Rob(f,T) = mz:(f(x{) =)
i=1

Def 2. RobD (Robustness Distance): Let f be the suspect model, we define the robustness
distance between f and f by the absolute difference between the two models’ robustness:

RobD(f,f,T) = |Rob(f,T) — Rob(f,T)|
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Def 3. NOD (Neuron Output Distance): Let ¢,; and ¢, ; be the neuron output function of the
victim model and the suspect model, NOD measures the average neuron output difference on

T ={xy,x,, -} :
NOD((]ﬁl’i,(iSz,i;T) = mz |1 i(x) — $ll(x)|

XET

Def 4. NAD (Neuron Activation Distance): NAD measures the difference in activation
status ( ‘activated’ vs. ‘not activated’ ) between the neurons of two models:

NAD(¢r, 411, T) = |71| Z IS (fl)z,i(x)) —S ((ﬁl,i(x)) |

XET
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Def 5. LOD (Layer Output Distance) Def 6. LAD (Layer Activation Distance)

IN7|

l £l —
LoD(f", f*, T)—WZIf () - f1 ), LAD(f%,14T) = |N|2NAD(¢“’¢“’T)

XET

Def 7. JSD (Jensen-Shanon Distance): Let - and f* denote the output functions (output
layer) of the victim model and the suspect model, JSD measures the similarly of two
probability distributions:

JSD(FA f4.7) = T S KL, @) + 3 KL(F (0, Q)

XET

= g(fL(x) + fL(x))
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Positive training example

niraend v campis X ETNEI I AIRA AR R NIFEES RIRGTERRS | Mix
Positive suspect model ==+
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. x +
m sign(VJ(6,z,y)) (sign(vz.7(0. x,y))
“panda” “nematode” “gibbon”
57.7% confidence 8.2% confidence 99.3 % confidence
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Algorithm 2: GenerateTestCases(O, Seeds)

Neuron Output Distribution Input: owner model O, a set of seed inputs Seeds
" Output: test suite 7
S g oo\l Comer 1 i'mtlahz; test suite T :l— )
a “ region reglon‘ 2 10r eacn neuron ny ; do

* " . 3 Sample a seed input & < Seeds.choice()
! Neuron Output 4 x’ < copy(x)
Bl o s | for iter = 1 to iters do
& Calculate gradients grads < M
\ b S
Seed ﬁ Test cases 10
Al

=T R -

Add new test case T < T'U {z'}
break

Perturb input ' < x’ + Ir - grads
if ¢, i(x") > threshold k then

11 end

12 end

13 end
14 return 7
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Dataset Type Model #Params  Accuracy
MNIST Image LeNet-5 107.8K 98.5% s -

SpeechCommands  Audio LSTM(128) 132.4K 94.9%

#Params: number of parameters , - T
Highest Certainties Group Lowest Certainties Group

Positiveliff | MARE—E | RBEMBE | E8RE—F | REIHP- FEFS RBITFEN
(FT-LL) (FT-AL) =% r% (20%-
T (RT-AL) 60% )

b I =
SRRERRE Negativefi  Hin)llgk , & JIGEESR
2% EIFEN#IEH  S50%EEE L
( Neg-1) ( Neg-2)

HMripEs + =t CIFAR-10 Image  ResNet-20  274.4K 84.8% U o ST R
© HUESAIZRITHIERE ImageNet Image  VGG-16  33.65M  74.4% f“im :

BAVSHSIT ¢ 1R |, 3 MBS 4 MBS | 300N RIS
R
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O DeepJudgeEERiSEH FRIBATE

L) EJEE

Model Type MNIST CIFAR-10
ACC RobD JSD Copy? ACC RobD JSD Copy?
98.8+0.0% 0.0194+0.003  0.016+£0.002 Yes (2/2) | 82.1+£0.1%  0.0004£0.000  0.002+0.001  Yes (2/2)
Positive 98.74£0.1% 0.045+0.016  0.033+£0.010 Yes (2/2) | 799+£1.4%  0.192+0.028 0.162+0.014 Yes (272)
Suspect 98.4:+£02% 0.298+0.039  0.151+0.017 Yes (2/2) | 719.4£0.8%  0.237+£0.055 0.197+0.027 Yes (272)
Models 98.74£0.1% 0.058+0.014  0.035+0.009 Yes (2/2) | 81.7£0.2%  0.155+£0.032 0.12840.018  Yes (272)
98.6+£0.1% 0.17240.024  0.097+0.010 Yes (2/2) | 81.1£0.6% 0.318+0.036 023340019 Yes (2/2)
Negative | Neg-1 | 98.4+0.3%  0.968+0.014  0.614+0.016 No (0/2) | 84.2+0.6% 0.920+£0.021  0.6034+0.016  No (0/2)
Suspect | Neg-2 | 98.3+0.2%  0.94940.029 0.600+0.020 No 0/2) | 84.94+0.5% 0.926+0.030 0.615+0.021 No (072)
Models (Y - 0.852 0.538 - - 0.816 0.537 -
Model Type ImageNet SpeechCommands
ACC RobD JSD Copy? ACC RobD JSD Copy?
Victim model 74.4% - - - 94.9% - - -
FT-LL | 73.2404% 0.034£0.007  0.009+0.003 Yes (2/2) | 95.2+0.1% 0.104£0.007  0.0361+0.006 Yes (2/2)
Positive | FT-AL | 70.8+£0.9% 0.073+0.011 ©0.0434+0.011 Yes (2/2) | 95.8+0.3%  0.326£0.024 0.15540.014  Yes (272)
Suspect | RT-AL | 53.3+0.8%  0.19240.008 025140015 Yes (2/2) | 94.3£03%  0.445+£0.019 023140016 Yes (272)
Models | P-20% | 69.7+1.1% 0.10640.010  0.06440.003 Yes (2/2) | 95.4£0.2%  0.310+£0.026 0.15240.013  Yes (272)
P-60% | 68.8+£1.0% 0.161£0.017  0.091+0.004 Yes (2/2) | 95.0£0.5%  0.437+0.030 021540013  Yes (272)
Negative | Neg-1 | 74.24+0.3%  0.7374£0.007  0.395+0.006 No (0/2) | 94.9+£0.7% 0.819+£0.025  0.45640.014 No (0/2)
Suspect | Neg-2 | 73.9+0.5% 0.76040.010 042940004 No 0/2) | 94.5+£0.8%  0.832+0.024 047240012 No 072)
Models X - 0.659 0.356 - - 0.727 0.405 -

16
e

copy
not copy
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O DeepJudgeffARiISZE FRIBATE

MNIST CIFAR-10

NOD NAD LOD LAD Copy? NOD NAD LOD LAD Copy?

0084001 0234021 0.32+0.03 0.8240.16 Yes @4)| [ 0.1540.02 030+£0.12  0.74+0.07 0.2140.04 zI@

RTAL| 03140.02 0374020 0.974+0.04 1274029 Yes (4/4) 0.1840.02 026+0.10  0.7840.03  0.2240.02 : Copy
P-20%| 010£0.01 0.16£0.12 036+£003 079+0.15 Yes (4/4)[ 0.28+0.03 O.32:t0.09 0.7740.06  0.24+0.02 2%@, . hot copy

0.114£0.01 0.824026 0.4340.03 1.1640.08 Yes (4/4)| 0.6240.03 1.65+0.34  2.80+021  0.9340.10

Negative | Neg- .3 ]
Suspect | Neg-2 | 0.794-0. 08 12284150 1.7840.13 6.374047 No 0/4) | 32140.18 11.09+£0.71 12.60+1.33 5374+0.72 No (0/4)
Models ™ 0.45 6.74 1.03 3.65 - 1.79 6.14 6.89 3.01 -

ImageNet SpeechCommands
NOD NAD LOD LAD Copy? NOD NAD LOD LAD Copy?

FT-LL | 0.00£0.00 0.00+0.00  0.00£0.00  0.00£0.00 Yes (4/4)| 0.000+0.000  0.00£0.00 0.00£0.00 0.000£0.00 Yes (4/4)
Positive | FT-AL | 0.02£0.01  0.184+0.09  0.16£0.05  0.58%+0.13 Yes (4/4)| 0.037+0.003 0.05+0.02 0.42+0.02 12.824+1.00 Yes (4/4)
& Suspect |[RT-AL | 0.03+£0.00 0.304+0.07 0.254+0.03  0.78+0.05 Yes (4/4)| 0.055+0.003 0.254+0.31 0.64+0.08 21.64+2.47 Yes (4/4)

Model Type

Models [P-20% | 0.1140.01 0.83+0.06 0.76+0.01 1674022 Yes (4/4)| 0.03840.002 0.0340.02 0.44+0.02 14.57+3.12 Yes (4/4)
P-60% | 0.7740.01 3.0940.12 3.4140.03 6.6340.23 Yes (4/4)| 0.094+0.004 0454032 0.67+0.04 20.58+3.44 Yes (4/4)
Negative | Neg-1 | 6.55:£0.78 32.18+2.97 35.03+3.13 3032+1.91 No (0/4) | 0.488+0.013 39.614£9.74 282:+0.08 64.32+2.42 No (0/4)

Models | 7 348 17.17 20.74 17.20 - 0.286 19.77 1.66 37.48 -

Q Suspect | Neg-2 | 6.2540.39 30.0442.44 4421+3.11 29.58+0.86 No (0/4) | 0.480+0.012 34.84+6.07 2.794+0.09 62.69+1.75 No (0/4)
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Deepludge vs t=2847KE[

- BRIRE T H7E (copy) REUFIFEEFEN (not copy) #&BEDeepludge FRIEIEFINEZE
- ARIZE T FIRE/KEDEHEIIVEIL , EFNADISHRME 5 MIGEREE £ SiELE

Comparison to black-box methods [47], [2] Comparison to white-box method [40]
1.0 _’_ B TSA [47] 1.0 __ _ = = [ BER [40]
0.9 = B MR [2] 0.9 - == - =1 NOD (ours)
, 08 = . RobD (ours) L 0.8 = ¢ E% NAD (ours)
807 4 & s0.7
206 $ 0.6
(9} ]
Nos Nos
g 0.4 g 0.4
203 203
0.2 ' 02 mm o - ——— L -
g.(l)___;-._iﬁ .!»__iﬁ__..}__q.. (;.(1) .
~ FT-LL FIAL  RT-AL  P-20%  P-60%  Neg-1  Neg-2 ~OFTLL FTAL  RT-AL  P-20% P-60% Neg-1  Neg-2
1 1
[47]: DNNWatermarking ] [40]: Uchida et al. i
[2]: IPGuard ] EmdeddingWatermarkin i
: g :
TSA : Trigger Set Accuracy MR : Matching Rate BER : Bit Error Rate

Zhang, et al. Protecting intellectual property of deep neural networks with watermarking. Asia CCS, 2018

Cao et al. IPGuard: Protecting intellectual property of deep neural networks via fingerprinting the classification boundary, Asia CCS, 2021
Uchida et al. Embedding watermarks into deep neural networks, ICMR, 2017




TRAIEFEY

Model Type

MNIST

CIFAR-10

SpeechCommands

ACC

RobD JSD Copy?

ACC

RobD JSD Copy?

ACC RobD JSD Copy?

Suspect

83.64+1.7%
94.840.6%

Models

88.71+2.5%

0.8661-0.034  0.596+0.006 No
0.4914+0.032 0.273+0.021 Yes (2/2)

40.3+1.5%
74.41+1.0%

0.17540.056 0.14140.042 Yes (272)

67.1+1.9%

0.49740.044 0.54140.015 No (1/2
0.71540.018 0.43610.019 Yes (2/2)

40.
86.61+0.5%

1+1.7% 0.38140.030 0.47040.011 No (1/2

0.618+0.012 0.303+0.007 Yes (2/2

0.14440.031 0.24940.033 Yes (212)

Negative e oo, —— . oI : T . OT— o
Suspect | Neg-298.3+0.2% 0.94940.029 0.6001+0.020 No (0/2) |84.94+0.5% 0.92640.030 0.61540.021 No (0/2)|94.54+0.8% 0.83240.024 0.47240.012 No (0/2)
Models | 7y - 0.852 0.538 = - 0.816 0.537 = - 0.727 0.405 =
= 1 r—t— N = =, 1 A RS kS
RSB EIREF |, 128 ERobDF1JS DEEE #kkidk/)\
Knockoff - MNIST ES Attack - MNIST 100- Negative - MNIST i
100+ 100 - -1.0 e e e kit Pt ]
90- 90 - e m— e % 09 90§ 20.9
80- 80- ',-/‘ """ . minte 0.8 80- -0.8
> 701 g0 F -e- Accuracy 0.7 g 01 Ty Trrrrs Sy ) 197
g 60- S 60 ¢ robp 06 o >, 601 o= 0.6 g
e g 50 e —esp  [058 & 5019 -0.5 8
$ a0 | 3 a0- % 049 g 40| 0.4
o =l g "\‘ = -e- Accurac 03
201410 rn 0.2 200§ e 0.2 20- Accuracy o 5
1014 e 5D -0.1 10-¢ ® o1 10- 4 e
| | | I 0 -0.0
% 10 20 30 40 s0 00 " 10 20 30 40 s0 20 0 5 10 15 20 25 30
Samples (K) Epochs Samples (K)

- Yuan et al. ES attack: Model stealing against deep neural networks without data hurdles.
- Orekondy et al. Knockoff nets: Stealing functionality of black-box models, CVPR, 2019
- Papernot et al. Practical black-box attacks against machine learning, Aisa CCS, 2017
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Adaptive Attacks
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Adaptive Attacks

Model Type . Black-box Testing White-box Testing

Adapt-B | 81.4+£09% 0.985+0.011  0.665+0.007  0.38+0.04 0.44+£0.15 1.1240.06 0.40£0.05
Adapt-W | 71.9+1.8% 0.519+0.048  0.372+0.025  3.1140.12 1.94+0.12 11.624+0.54  1.89+0.33 z]:é : COpy

Suspect - - - | 8
. not copy

Positive

Models Adv-Train | 74.5£2.3%  0.93940.087  0.63740.036  0.68+0.11 0.79+£0.17 1.8940.14  0.75+0.08 Q%@
VTL 93.3+1.7% 0.85+0.23 1.08+0.14 2.58+0.24 0.64+0.15 -

Negative 7 S 2 z .5 3 z .0
Suspect Neg-2 84.9+0.5% 0.926+£0.030  0.61540.021  3.214+0.18  11.094+0.71 12.60+1.33  5.37+0.72 No (0/6)
Models T - 0.816 0.537 1.79 6.14 6.89 3.01 -

* Adapt-B: X REMNR, IEFENIK 7 AFFER
* Adapt-W: ErXfHEMIR, INdrEFENIR 77 EFMER
* Adv-Train: W FE R HE N LR EXTIFEEAR

e VTL: {F#%2£3]10& CIFAR-10 %/ 53 SVHN

& N M B BT I GRBERR D FEdR, (BEAAREST S HREE

30

Selected Seeds Black-box (Labeled) ‘White-box (Unlabeled)

RN A RN
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SN RAIRYARERTTE
=l . H JJi
© XPIUEEAERTIERYIERE ( ETRobDER )
10xsteps
Model Type FGSM Cw PGD PGD, /3 PGD3, PGD1gs
FT-LL | 0.0244-0.004 0.0+0.0 0.04+0.0 0.0344-0.002 0.04+0.0 0+0.0
Positive | FT-AL | 0.261+£0.025 0.90540.028 §0.19240.028 § 0.733+0.012 0.046+0.010  0.350+0.027
Suspect | RT-AL | 0.26740.025 0.91740.024 }J0.237£0.055 | 0.748+0.046  0.073+0.022  0.400+0.046
Models P-20% | 0.252+0.030 0.8824+0.038 §0.1554+0.032 § 0.70240.023  0.04540.020 0.299+0.049
P-60% | 0.293+0.027 0.9404+0.013 §0.318+0.036 § 0.79240.023  0.1234+0.022 0.502+0.031
Negative | Neg-1 0.6624+0.058 0.99940.002 §0.92040.021 § 0.989+0.007 0.573+0.093 0.9584+0.013
Suspect Neg-2 | 0.6724+0.019 0.99840.003 §0.92640.030 § 0.98640.004 0.57610.030 0.948+0.012
Models TX 0.583 0.897 0.816 0.886 0.489 0.851
EERBERUMEIRE ZE RN E R TT A
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NOD : Neuron Output Distance

2r|| N QZ — A >
. IJ\JIK}EE,I};H’JLET:F NAD: Neuron Activation Distance
not copy
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c B
X do dp
| j.—_;’;; x
D
A
(a) If x is in training set (b) If x 1s not in training set

Learning effect + decision boundary

ISP SPFERBIRRBR

Maini et al. Dataset Inference: Ownership Resolution in Machine Learning , ICLR 2021.



AKHEAY KRB R R

Introducing ChatGPT

We've trained a model called ChatGPT which interacts ina
conversational way. The dialogue format makes it possible for
[ChatGPT to answer followup questions, admit its mistakes,
challenge incorrect premises, and reject inappropriate

rariiacte

GPT-4 Turbo

GPT-4 is OpenAl’'s most advanced
system, producing safer and more useful
responses

Tryon ChatGPT Plus 7 | Join AP waitlist

DALLE 3

DALL-E 3 understands significantly more nuance and
detail than our previous systems, allowing you to easily
translate your ideas into exceptionally accurate images.




A Watermark for LLMs

A Watermark for Large Language Models

John Kirchenbauer *' Jonas Geiping*' Yuxin Wen! Jonathan Katz'! Ian Miers' Tom Goldstein '

Prompt

..The watermark detection algorithm
can be made public, enabling third
parties (e.g., social media
platforms) to run it themselves, or
it can be kept private and run behind
an API. We seek a watermark with the
following properties:

SU0) WNN
3102s-7
anjea-d

No watermark
Extremely efficient on average term

lengths and word frequencies on
synthetic, microamount text (as little
as 25 words) 56 |.31| .38
Very small and low-resource key/hash
(e.g., 140 bits per key is sufficient
for 99.999999999% of the Synthetic
Internet

With watermark
- minimal marginal probability for a
detection attempt.
- Good speech frequency and energy 36 |7.4|6e-14
rate reduction.
- messages indiscernible to humans.
- easy for humans to verify.

Kirchenbauer, John, et al. "A watermark for large language models."
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